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1 Introduction

The evaluation of macroeconomic policy decisions has traditionally relied on the careful

analysis of a specific economic model.1 While this approach can produce great insights, a

worry is that the assumed model structure may be too stylized, relative to the complexity

of the economy, to evaluate policy decisions made in practice (e.g. Blanchard, 2018).

In this paper we develop a new framework to evaluate macroeconomic policy decisions

with minimal assumptions on the underlying economic model. The key novelty is that

we approach the evaluation of policy as a hypothesis testing problem, more specifically as a

specification testing problem in the spirit of Hausman (1978) and Breusch and Pagan (1980).

Specification tests have been used extensively in the economics literature to evaluate models

and methods, but not in the context of policy evaluation. Our contribution is to show how

similar principles can be used to evaluate policy decisions with minimal assumptions.

Given a policy maker’s loss function, we propose a framework to (i) test whether a policy

choice is optimal, i.e. whether it minimizes the loss function, and (ii) test whether the policy

maker’s reaction function is optimal, i.e. whether the policy maker systematically under- or

over-reacted to some variables or shocks.

Our policy evaluation framework relies on a new statistic: the Optimal Policy Perturba-

tion (OPP), which is defined as the (rescaled) gradient of the loss function evaluated at the

proposed policy. If the policy is optimal, the gradient and the OPP should be zero. If this is

not the case, we can conclude that the policy is not optimal. Under mild assumptions, the

gradient and the OPP can be evaluated without a specific model, and only three sufficient

statistics are needed: (i) the dynamic causal effects of the policy instruments on the policy

objectives, (ii) forecasts for the policy objectives conditional on the policy choice, and (iii)

the relative weights that a policy maker puts on her different objectives. These three statis-

tics are already central and well understood concepts for policy makers (e.g., Orphanides,

2019), and a key insight from our paper is that it is possible to evaluate policy decisions

from these three statistics alone. In practice, the OPP cannot be measured exactly, because

causal effects estimates and forecasts are uncertain. As a result, our evaluation of a policy

choice will resemble a hypothesis test: a statement about whether we can reject the null

of optimality at some level of confidence, depending on whether the OPP confidence bands

exclude zero or not.

The non-optimal policies that we detect are those policies that do not minimize the loss

function. Clearly, if the world was described by a specific macro model like a New-Keynesian

model, such failures should not occur, because the policy maker could simply solve the

optimization problem. In practice however, the underlying model is highly complex, forcing

1See Gaĺı (2015), Chari, Christiano and Kehoe (1994) and Nordhaus (2008) for examples in monetary,
fiscal and climate policy.
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policy makers to rely on a combination of models, judgment calls, and instinct to decide

on policy (e.g., Mishkin, 2010), and this heuristic approach is not guaranteed to reach an

optimum.2

A non-optimal policy could be due to a one-time optimization failure, i.e., a one-time

mistake, but it could also be the sign of a systematic optimization failure, i.e., a non-optimal

reaction function. A single OPP statistic cannot distinguish these two types of optimization

failure, but a sequence of OPP statistics —a sequence of policy decisions— can. The idea is

that if the reaction function is optimal, the OPP statistic should not be affected by structural

shocks hitting in the economy (apart from shocks to policy itself), as an optimal reaction

function should cancel the effect of these“non-policy” shocks on the gradient and thus on the

OPP. In other words, if the reaction function is optimal, the impulse response of the OPP to

non-policy shocks should be zero. Our second test —the reaction function optimality test—

thus consists in estimating the impulse responses of the OPP to non-policy shocks and then

testing whether the impulse responses are equal to zero.

Our policy evaluation framework can be used in two separate contexts: (i) it allows

researchers to retrospectively evaluate past policy decisions under minimal assumptions, and

(ii) in real time, it can help policy makers to better articulate and understand their policy

decisions through a “test inversion” procedure.

First, we take the perspective of a researcher interested in retrospectively evaluating

past policy decisions based on the three sufficient statistics underlying the OPP —causal

effects, forecasts and weights on policy objectives—, and we show how these statistics can

be recovered or estimated relatively easily: Causal effects can be estimated by drawing on a

large macro-econometric literature on the estimation of impulse response functions (Ramey,

2016). Conditional forecasts are routinely published by policy makers as part of the policy

decision process. The relative weights on the policy objectives are either publicly available,3

or can be estimated using a robust procedure that chooses weights that are least favorable

to rejecting optimality over a sequence of past policy decisions.

To illustrate this retrospective perspective, we evaluate past US monetary policy decisions

over the 1990-2018 period. In general, we cannot reject the optimality of US monetary

decisions, though there are a few instances in which the Fed policy decisions were non-

optimal. For instance, given the information available in early 2008 on the eve of the Great

recession, we can reject that fed funds rate policy was set optimally at the time. Despite such

2High model complexity is only one reason for optimization failures, and there are other possible reasons.
For instance, the institutional features underlying policy decisions could lead to suboptimal policy decisions.
In the case of fiscal policy, the policy goals and policy tools are sometimes assigned to different authorities,
each with a narrower set of goals and tools, and this can lead to suboptimal decisions.

3See for instance Bernanke (2015) in the context of the Fed monetary policy: “The Fed’s rule is that we
will go for a 2 percent inflation rate; we will go for the natural rate of unemployment; we put equal weight
on those two things.”
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cases however, the Fed reaction function appear “appropriate” over 1990-2018, as we cannot

reject the optimality of the Fed reaction function over 1990-2018: the impulse response of

the OPP to oil price shocks or productivity shocks are never significantly different from zero.

Second, we take the perspective of a policy maker (or her advisors) deciding on policy

in real time. Without additional structural assumptions, our policy evaluation framework

cannot be used to make policy prescriptions, but it can be used as a disciplining device

for the many policy decisions that are in practice based on heuristics (e.g., Mishkin, 2010).

Specifically, we invert the policy optimality test and construct optimality regions that answer

the question: under which set of sufficient statistics (causal effects, forecasts and weights on

policy objectives) is a given policy choice consistent with optimality? While the actual

practice of policy making is often a mix of art and science (e.g. Blinder, 1999), the point of

this perspective is to add rigor, precision and transparency to policy making by requiring

policy makers to explicitly articulate (at least internally) their views on (i) the causal effects

of their policy instruments, (ii) the economic outlook, and (iii) the weights they put on

various objectives. These three inputs are the central sources of disagreement among policy

makers (e.g., Orphanides, 2019), but are rarely explicitly spelled out.

To illustrate this real time perspective, we construct optimality regions for the fed funds

rate. We take the 17 FOMC members as of April 2008, and we show that for most FOMC

members, their policy recommendation can only be “rationalized”, i.e., made consistent with

optimality, by placing a low weight on the unemployment policy objective and by assuming

a very flat Phillips curve, flatter than most reasonable estimates. In real time, each FOMC

member could have decided whether he/she was comfortable with these conclusions.

The remainder of this paper is organized as follows. We continue the introduction by

carefully relating the OPP approach to existing approaches in the literature. In the next

section we provide a simple example that informally explains how our tests are able to

evaluate policy decisions with minimal modeling assumptions. Section 3 formally introduces

the environment in which the policy maker and the researcher operate. Sections 4 and 5

present the OPP statistic and the two tests. The workings of the test are further illustrated

for a New Keynesian model in Section 6. The practical implementation of the OPP-based

tests is discussed in Section 7. In Section 8 we apply our methodology to empirically study

monetary policy decisions in the US. Section 9 concludes and provides some potential avenues

for further research.

Relation to literature

To the best of our knowledge, our policy evaluation framework is the first one that does not

rely on a specific macroeconomic model. That said, the OPP framework is related to several

strands of the literature.
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Our proposed methodology is complementary to a large literature on optimal policy

making in macroeconomics. Since Lucas (1976) this literature has largely focused on the

study of optimal policy in the context of fully-specified micro-founded economic models.4 In

this context, an important agenda has been to derive, from first principles, the appropriate

objectives that the policy maker should be considering.5

Different from the rest of the literature, our focus is exclusively on testing the optimality

of a policy given some arbitrary loss function. It is this different perspective that allows us

to make minimal assumption on the underlying model and evaluate macroeconomic policy

decisions without relying on a specific model.

The first use of our policy evaluation framework —the retrospective evaluation of past

policy decisions— goes back to the sufficient statistic approach in public finance (e.g. Chetty,

2009; Kleven, 2020), and both methods exploit the insight that a few high-level elasticities

can be sufficient to assess the optimality of a policy choice.

The second use of the policy evaluation framework —the policy optimality test inversion—

echoes and complements the forecast targeting approach that is prevalent in monetary policy

making (e.g., Svensson, 2019). Forecast targeting consists in selecting a policy so that “the

forecasts of the target variables look good, meaning appears to best fulfill the mandates

and return to their target at an appropriate pace” (Svensson, 1999, 2005, 2017). The test

inversion can add precision to this approach by providing quantitative foundations for this

“looking good”criterion.

2 A simple example

Before formally describing our general framework, we first informally present a simple ex-

ample to illustrate how we can evaluate macroeconomic policies with minimal assumptions

on the underlying economic model.

Consider a central bank that aims to minimize the loss function

L =
1

2

(
π2 + x2

)
, (1)

with π some inflation gap and x some real activity gap. We collect the policy objectives in

the vector Y = (π, x)′. The central bank has one instrument p, e.g., the short-term interest

4This often involves solving the Ramsey policy problem and finding simple policy rules that can approxi-
mate the Ramsey allocation (e.g., Chari, Christiano and Kehoe, 1994; Woodford, 2010; Michaillat and Saez,
2019).

5Popular questions include the desirability of price level targeting versus inflation targeting, the optimal
rate of inflation, or the desirability of a single price stability mandate versus a dual inflation-unemployment
mandate (e.g. Woodford, 2003; Schmitt-Grohé and Uribe, 2010; Coibion, Gorodnichenko and Wieland, 2012;
Debortoli et al., 2019).
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rate, to minimize L, and the level of p is given by

p = φ′Y + ε , (2)

where the term φ′Y is the component of policy taken in response to Y —the systematic

component—, and the term ε is an exogenous component, think of ε as capturing one-time

“policy errors”. In other words, the policy choice is determined by the pair (φ, ε): a reaction

function φ and an exogenous error term ε.

The policy objectives Y evolve according to

Y = R(φ)p+ Γ(φ)ξ , (3)

where ξ is a vector of structural shocks, think for instance of cost-push shocks, Γ(φ) captures

how ξ affects the policy objectives, andR(φ) captures how the policy p affects the objectives.

Importantly, note that both R(φ) and Γ(φ) can depend on the central bank’s reaction

function (on φ), as in modern macro models (e.g., Walsh, 2017).

The policy maker proposes to set policy at p0 corresponding to the pair (φ0, ε0) with

p0 = φ0′Y 0 + ε0 and Y 0 = R(φ0)p0 + Γ(φ0)ξ. In this paper, we are interested in two

questions:

1. Is p0 optimal, i.e., does it minimize the loss function L?

2. If p0 is not optimal, is it because the reaction function φ0 is not optimal?

Crucially, and different from the common assumption in macro, the functions R(·) and

Γ(·) are not available; either because they are too complex to write down or because they

are unknown. Without R(·) and Γ(·) we cannot solve the general equilibrium model, find

the optimal reaction φopt and the optimal policy popt, and compare this solution to p0.

Testing the optimality of the policy choice

To answer our first question —is p0 optimal?—, we propose to directly compute the gradient

of the loss function at p0:

∇pL|p0 = R0′Y 0 where R0 ≡ R(φ0) . (4)

If the policy choice p0 is optimal, the gradient should be zero —∇pL|p0 = 0—, and R0 —the

causal effect of an exogenous change in policy— should be orthogonal to Y 0 —the allocation

at p0—, i.e. R0′Y 0 = 0 as illustrated in Figure 1(a).6 If we find that R0′Y 0 6= 0 we can

6At the optimum R0
ππ

0 + R0
xx

0 = 0. If a marginally higher p0 lowers the loss function by stabilizing
inflation (R0

ππ
0 < 0), the effect is exactly compensated by a destabilizing effect on real activity (R0

xx
0 =
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Figure 1: Illustration of the policy optimality test

π objective

x objective

0

R0 =
(
R0
π,R

0
x

)′

Y 0 =
(
π0, x0

)′

(a) The orthogonality condition

π objective

x objective

0

R0

Y 0

?

(b) An inference problem

Notes: The vector Y 0 collects the values of the π and x objectives at the policy choice p0. The vector R0

collects the marginal effects of a policy change on π and x. Left panel: At the optimum, the gradient should

be zero and R0 should be orthogonal to Y 0. Right panel: The filled ellipses denote uncertainty in R0 and

Y 0. With uncertainty, we can only infer the presence of an optimization failure —the gradient is non-zero—,

when the dotted arrows are not orthogonal to each other. (i.e. the largest angle between R0 and Y 0 does

not include 90◦).

conclude that the policy choice p0 is non-optimal.

The simple insight underlying this paper is that, even if the model is not completely

known, computing the gradient at p0 (and thus assessing the optimality of p0) is often

possible as it only requires two known or estimable sufficient statistics: (i) the causal effects

R0, and (ii) the allocation at p0, i.e. Y 0. Specifically, causal effects can often be estimated

using methods from the macro-econometric literature, notably instrumental variable methods

(e.g. Ramey, 2016; Stock and Watson, 2018). Further, the allocation Y 0 implied by the

policy choice p0 is often published by policy makers, who routinely construct and publish

their conditional forecasts.

In practice, both R0 and Y 0 are not known exactly, and the gradient in (4) can only be

computed with uncertainty: (i) R0 must be estimated and thus faces estimation uncertainty,

and (ii) the policy maker faces model uncertainty and thus may not report the exact Y 0. As

a result, our evaluation of the optimality of a policy choice will resemble a hypothesis test:

a statement that the policy p0 is not optimal at some level of confidence as illustrated in

Figure 1(b).

Testing the optimality of the reaction function

To answer our second question —is φ0 the optimal reaction?— a first idea would be to

compute the derivative of L with respect to φ and assess whether this derivative is equal to

−R0
ππ

0 > 0), leaving the loss unchanged.
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zero. Unfortunately, this approach is not feasible without knowledge of the functions R(φ)

and Γ(φ).

Instead we follow a different strategy and exploit the following insight: if the reaction

function is optimal, the gradient ∇pL|p0 should not be affected by the non-policy structural

shocks hitting the economy.

To see this, note that we can rewrite the gradient as a sum of structural shocks

∇pL|p0 = R(φ0)′Y 0

= Bξ(φ
0)ξ︸ ︷︷ ︸

=0 if φ0=φopt

+Bε(φ
0)ε0 , (5)

where Bξ(φ
0) and Bε(φ

0) capture the effects of non-policy (ξ) and policy (ε) shocks on the

gradient, respectively.7

By definition, an optimal reaction function (φ0 = φopt) should minimize the loss function

absent one-time policy errors, i.e., the gradient should be zero when ε0 = 0. Thus, under an

optimal reaction function the central bank should cancel the effects of the shocks ξ on the

gradient and the first term in (5) should be zero. This is the property that we will exploit to

assess the optimality of the reaction function: we will estimate the response of the gradient

to the non-policy shocks ξ, and we will conclude that the reaction function is not optimal if

the estimated effect is significantly different from zero.8

To estimate the effects of ξ on the gradient, we require a sequence of gradients ∇pL|p0

—a sequence of policy decisions— and an identification strategy as structural shocks like

ξ are typically not observed directly. For that we can rely on a large macro-econometric

literature on the identification of structural shocks (e.g. Ramey, 2016).

In sum, this simple example shows that it is possible to test whether p0 or φ0 is optimal

without having complete knowledge of the underlying structure of the economy. Instead,

we can rely on testable conditions that only depend on two sufficient statistics: (i) Y 0

the allocation at the proposed policy choice, and (ii) R0 the causal effects of the policy

instruments on the policy objectives. The next three sections show how such tests can

be derived for a general macro environment that includes the majority of macro models

encountered in the literature but without committing to a particular one.

7Combining (2)-(3) gives Bξ(φ) = R(φ)′ (I2 −R(φ)φ′)
−1

Γ(φ) and Bε(φ) = R(φ)′ (I2 −R(φ)φ′)
−1R(φ).

8As with the first test, the property that we exploit is again an orthogonality condition. Indeed, Bξξ =

R′
[
(I2 −Rφ′)−1

Γξ
]
, where the term in brackets captures the contribution of the shocks ξ to Y , taking into

account the general equilibrium effects going through the policy rule. If the reaction function is optimal,
there is no adjustment to the policy choice p (with effect R on Y ) that can lessen the effects of the ξ shock

on the loss function: R and (I2 −Rφ′)−1
Γξ must be orthogonal.
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3 Environment

In this section we describe the policy maker’s objectives and instruments, as well as the

generic environment.9 We consider a policy maker who aims to stabilize an My× 1 vector yt

of gaps —deviations of the policy objectives from their targets— over the next H horizons.

The horizon H is arbitrary and can be considered infinite. For convenience, we stack all

deviations from target in the My(H + 1)× 1 vector Yt = (y′t, . . . , y
′
t+H)′, and posit that the

policy maker’s loss function takes the form

Lt = EtY
′

tWYt , (6)

where W = diag(β ⊗ λ) denotes a positive definite diagonal matrix of preferences with

λ = (λ1, . . . , λMy)
′ capturing the weights on the different variables and β = (β0, . . . , βH)′ the

discount factors for the different horizons. The expectation is taken with respect to the time

t information set Ft, i.e. Et(·) = E(·|Ft), which we formally define below in Assumption 1.10

The policy maker has J instruments to minimize the loss function. For each instrument

j ∈ {1, . . . , J}, the policy maker sets at time t the expected policy path (pj,t|t, . . . , pj,t+H|t)
′,

where pj,t+h|t denotes the expected level of instrument j for period t + h. Stacking these

(H + 1)× 1 policy plans for the J different instruments, we get the K × 1 policy vector

pt =
(
p1,t|t, . . . , p1,t+H|t, . . . , pJ,t|t, . . . , pJ,t+H|t

)′
,

where K = J(H + 1). The policy maker sets pt according to a generic reaction function of

the form

pt = φ0

[
yt

xt

]
+
∑∞

j=1 φj

 yt−j

xt−j

pt−j

+ εt

= φwt + εt ,

(7)

where the matrices φj capture the policy maker’s systematic response to the My × 1 vector

yt = (y1,t, . . . , ym,t)
′ —the contemporaneous values of the policy objectives—, to the Mx × 1

vector xt which contains any other relevant observables, and to the lagged variables yt−j, xt−j

and pt−j. The systematic component of policy is summarized by φwt where φ = (φ0, φ1, . . .) ∈
Φ ⊂ RK×∞ and wt = (y′t, x

′
t, y
′
t−1, x

′
t−1, p

′
t−1, . . .)

′. We will refer to φ as the reaction function.

The term εt is the exogenous component of monetary policy.

In the main text, we treat the policy vector pt as unconstrained, but we can general-

9Here we consider a general linear macro environment noting that a similar treatment for nonlinear
environments can be found in Appendix A.

10The use of a quadratic loss is made for clarity of exposition, but our methodology continues to apply for
arbitrary convex loss functions, see the supplementary material.
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ize our approach to incorporate constraints, for instance a zero-lower bound or previous

commitments, see Appendix B. Intuitively, the generalization consists in replacing the un-

constrained loss function Lt with the corresponding Lagrangian, and adopting the gradient

of the Lagrangian, or its rescaled version, as a test statistic.

We impose the following assumption:

Assumption 1. There exists a non-empty set Φopt ⊂ Φ such that for any φopt ≡ φ ∈ Φopt

1. The economy has a unique, stationary and determinate equilibrium given by

Yt = A(L;φopt)et , A(L;φopt) =
∞∑
j=0

Aj(φ
opt)Lj , (8)

where Yt = (y′t, x
′
t, p
′
t)
′ are the variables in the economy, et = (ξ′t, ε

′
t)
′ is the vector of

uncorrelated structural shocks with mean zero and unit variance, and A(L;φopt) has

absolutely summable coefficients and Apε0 (φopt) has full rank.11

2. The policy choice pt = φoptwt minimizes Lt, i.e.,

Lt
(
φopt, 0

)
≤ Lt

(
φ̃, εt

)
, ∀ φ̃ /∈ Φopt , εt ∈ RK ,

where Lt (φ, εt) = EtY
′
tWYt and Ft = {ys, xs, ps}s≤t.

The assumption imposes that there exists at least one optimal reaction function φopt,

such that the policy choice pt = φoptwt (with εt = 0) minimizes the loss function. Under

such reaction function, the equilibrium is unique and determinate, and the allocation can be

written as a linear function of current and past structural shocks ξt and εt.

Assumption 1 imposes very little restrictions on the underlying economy. First, it only

requires that the model admits a unique stationary solution when the reaction function is

optimal. Away from an optimal reaction function, Assumption 1 imposes no restrictions.12

Second, the representation of Yt as a structural vector moving average (SVMA) model is a

common starting point (e.g. Stock and Watson, 2018; Plagborg-Møller and Wolf, 2021) as

most models encountered in macroeconomics, notably linear rational expectation models,

can be expressed in such form, see Hansen and Sargent (1988) and Ljungqvist and Sargent

(2004) for numerous examples.

Formally, we define the set of time t optimal policy choices Popt
t as

Popt
t =

{
pt : pt = φoptwt, φ

opt ∈ Φopt
}
. (9)

11Here Apε0 (φopt) is defined as the K ×K lower right block of A0(φopt).
12The reason we can make such mild assumption on the underlying model is that we are only interested

in testing the optimality of a given policy choice. This will allow us to work “under the null of optimality”,
and our assumptions only need to apply for an economy with an optimal reaction function.
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For any optimal reaction function φopt ∈ Φopt, we can use part 1 of Assumption 1 to write

EtYt in terms of pt, which will be useful when we compute the gradient. We obtain

EtYt = R(φopt)pt + Γt(φ
opt) , (10)

where R(φopt) is the matrix of causal effects of pt on Yt, which we assume to have full column

rank, and Γt(φ
opt) collects the effects of all past and present structural shocks (except εt) on

Yt, net of the feedback effect going through the policy rule.13

Objectives

The policy maker proposes the policy choice p0
t , which is given by the pair (φ0, ε0t ) ∈ (Φ,RK).

Our goal is to formally evaluate the optimality of these choices by testing two hypotheses

H0 : p0
t ∈ P

opt
t and H0 : φ0 ∈ Φopt , (11)

where we note that the first null hypothesis implies the second one but not the other way

around. Rejecting the first hypothesis (H0 : p0
t ∈ P

opt
t ) indicates an optimization failure

but it does not convey whether the optimization failure stems from a one-time mistake or a

non-optimal reaction function (or both). The second hypothesis test (H0 : φ0 ∈ Φopt) gets at

that question by asking whether the optimization failure stems from a non-optimal reaction

function.

Importantly, as in our simple example, our premise is that the underlying economic model

is not available, i.e., the functional form of the polynomial A(L;φ) is unknown. Instead, our

only assumption is that there exists at least one optimal policy choice, and that that choice

implies a unique equilibrium.

4 Testing the optimality of the policy choice

In this section we propose an approach for testing the optimality of a policy choice. That

is, we consider testing the hypothesis H0 : p0
t ∈ P

opt
t .

To infer whether p0
t ∈ P

opt
t , we propose the statistic

δ∗t = (− ∇2
ptLt

∣∣
p0
t
)−1 ∇ptLt|p0

t

= −(R0′WR0)−1R0′WEtY 0
t , (12)

13The terms R(φopt) and Γt(φ
opt) can be formally expressed in terms of the primitives defined in Assump-

tion 1. We will not require knowledge of this mapping, but it is provided in Appendix C.

11



where EtY 0
t = R0p0

t + Γt(φ
0) are the forecasts under p0

t as defined by (10) and R0 ≡ R(φ0).

For reasons that will become clear shortly, we refer to δ∗t as the optimal policy perturbation,

or OPP. The OPP is proportional to the gradient at p0
t , with the scaling factor equal to the

inverse of the negative Hessian.

The next proposition formalizes two attractive properties of the OPP.

Proposition 1. Given Assumption 1, we have that

1. δ∗t 6= 0 then p0
t /∈ P

opt
t ;

2. if φ0 implies a unique equilibrium of the form (8) then

p0
t + δ∗t = p∗t where p∗t = argmin

εt∈RK , φ=φ0

Lt .

All proofs are provided in Appendix C. The first part of the proposition states that if

the OPP is not equal to zero the proposed policy choice is non-optimal. The second part

states that, if φ0 implies a unique equilibrium, adjusting the proposed policy choice by the

OPP will give the policy choice p∗t which minimizes the loss function under the constraint

that the reaction function is fixed at φ0.

We discuss the intuition underlying these results in more detail below, but before getting

there we note that in practice a researcher may not be able to test the entire policy plan

pt, possibly because there is not enough empirical evidence to estimate all the individual

elements of R0. Fortunately, since the optimality test is based on testing a necessary con-

dition —the gradient should be zero at the optimum—, testing the null of optimality for a

subset or a linear combination of the policy instruments is a trivial extension of the baseline

setting.

To set this up, let pa,t denote any Ka × 1 subset or linear combination of the policy in-

struments, with the corresponding causal effects given by Ra and the corresponding optimal

policies given by Popt
a,t . The subset OPP statistic is given by

δ∗a,t = −(R0′

aWR0
a)
−1R0′

aWEtY 0
t . (13)

This statistic has the same theoretical properties as the OPP δ∗t , which we summarize in the

following corollary.

Corollary 1. Given Assumption 1, we have that

1. δ∗a,t 6= 0 if p0
a,t /∈ P

opt
a,t ;
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2. if φ0 implies a unique equilibrium of the form (8) then

p0
a,t + δ∗t = p∗a,t where p∗a,t = argmin

εa,t∈RKa , φ=φ0

Lt .

We now discuss the intuition behind these two properties. Without loss of generality

we concentrate on the full vector OPP statistic noting that the same intuition holds for the

subset OPP statistic.

Intuition: Testing optimality with the OPP statistic

Since the OPP is proportional to the gradient of the loss function, the intuition that was

discussed in Section 2 carries over to the OPP: if the OPP is non-zero (δ∗t 6= 0), it means that

the gradient is non-zero, and the policy is not optimal. This is the first part of Proposition

1, and from this result we can build a test for optimality. Specifically, given an estimate for

the distribution of the OPP, we can empirically test whether p0
t ∈ P

opt
t . The implementation

details are provided in Section 7.

The policy optimality test is based on the same idea as a standard score test, or Lagrange

multiplier test. Under the null, the gradient (or score) should be zero. The important benefit

of a score test is that it does not require the estimation of the parameters that are fixed

under the null (e.g. Breusch and Pagan, 1980). In our case, the null is that the policy choice

is optimal. Thus, p0
t is “fixed under the null”, and there is no need to estimate the optimal

policy. This feature is the reason why we can avoid strong modeling assumptions, and why

we do not need to specify the underlying economic model.

Importantly, the interpretation of a null rejection as an optimization failure requires

the loss function to be correctly specified. Indeed, the policy optimality test is akin to a

specification test in the spirit of Hausman (1978), Breusch and Pagan (1980) and Hansen

(1982) in the sense that it verifies whether a property or assumption underlying a given

method or model does indeed hold. Like other specification tests, a null rejection only

indicates a failure of one of the assumptions underlying the null hypothesis. In our case,

rejecting the null that the OPP is zero indicates an optimization failure, only if the problem

is correctly specified, i.e., if the loss function is correctly specified.14

Intuition: The OPP as a thought policy experiment

A second attractive feature of the OPP is that its level has an economic interpretation. Part

2 of Proposition 1 establishes that, if the policy rule φ0 leads to a unique equilibrium, the

OPP can be interpreted as the size of the policy shock that would make the policy optimal

14That said, a correctly specified loss function is a requirement for all work on policy evaluation.
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under the reaction function φ0. This is the reason why we refer to δ∗t as the optimal policy

perturbation. Thus, the magnitude of the OPP statistic can give a sense of the economic

significance of an optimization failure.

That said, we emphasize that the OPP statistic is only the basis of an hypothesis test,

it is not a policy recommendation. If policy makers start systematically using the OPP

statistic to set policy, this will change the reaction function φ0 and thus the causal effect

R(φ0), and the OPP will no longer constitute the optimal policy adjustment. We provide a

more elaborate discussion of this point in the supplementary material Section S0.

5 Testing the optimality of the reaction function

Our first optimality test can detect an optimization failure, but it cannot tell whether the

optimization failure comes from a non-optimal reaction function φ0, a one-time mistake ε0t ,

or both.

In this section we propose a second test to detect a non-optimal reaction function, i.e., a

test of whether φ0 ∈ Φopt. Our approach does not rely on actually knowing or estimating φ0,

but instead exploits the insight that if the reaction function is optimal, non-policy structural

shocks should have no effect on the OPP statistic.

To set this up we first note that if φ0 ∈ Φopt, Assumption 1 implies that EtY 0
t can be

written as

EtY 0
t = AΞ(φ0)Ξt +Aε(φ0)ε0t , (14)

where the matrices AΞ(φ0) and Aε(φ0) are defined in terms of the coefficients of the polyno-

mial A(L;φ0) and Ξt = (ξ′t, ξ
′
t−1, ε

′
t−1, . . .)

′.15 In this representation, the first term captures

the effects of all past and present structural shocks on EtY 0
t , except for the effect of the

contemporaneous policy shocks ε0t .

This decomposition allows us to write the OPP in moving-average form, i.e., as a sum of

structural shocks:

δ∗t = BΞ(φ0)Ξt︸ ︷︷ ︸
=0 if φ0∈Φopt

+Bε(φ
0)ε0t , (15)

where BΞ(φ0) = −(R0′WR0)−1R0′WAΞ(φ0) and Bε(φ
0) = −(R0′WR0)−1R0′WAε(φ0).

If φ0 ∈ Φopt, the first term in (15) is equal to zero, and the OPP δ∗t only depends on the

contemporaneous policy shocks ε0t which are by definition orthogonal to the other structural

shocks. A similar derivation holds for the subset OPP δ∗a,t and we summarize the result in

15Specifically, we have Aε = (Ayε
′

0 , . . . , Ayε
′

H )′ and AΞ = (A′Ξ,0, . . . , A
′
Ξ,H)′, with AΞ,h =

(Ayξh , A
yξ
h+1, , A

yε
h+1, . . .). The matrices Ayξj and Ayεj correspond to the upper blocks of Aj that capture

the effects of the structural shocks on yt+h as defined in Assumption 1, see Appendix C for more details.
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the following proposition.

Proposition 2. Given Assumption 1, we have that

E(δ∗tΞ
′
t) = 0 and E(δ∗a,tΞ

′
t) = 0 if φ0 ∈ Φopt , (16)

where Ξt = (ξ′t, ξ
′
t−1, ε

′
t−1, . . .)

′ and δ∗t and δ∗a,t are defined in (12) and (13), respectively.

Under the null of an optimal reaction function, past and present structural shocks (apart

from contemporaneous policy shocks) should be uncorrelated with the OPP statistic. In

other words, the impulse response of the OPP to non-policy structural shocks should be

zero.

From this property, we can construct a test of the optimality of the reaction function.

Specifically, given estimates for the OPP and proxies for non-policy shocks, our approach will

consist in estimating the impulse response of the OPP to these shocks and testing whether

the impulse response coefficients are jointly zero, see Section 7.16

6 Illustration: the OPP in a structural macro model

To illustrate propositions 1 and 2 of the OPP we work out their details for a stylized New

Keynesian model. The goal is to highlight how a researcher would use the OPP to test macro

policies if the observed variables were generated by a standard macro model. The example

also serves to contrast our approach with the standard approach in macro. Importantly, we

emphasize that this example is only for illustrative purposes as the premise of our paper is

to test macro policies without postulating a specific underlying model.

The log-linearized baseline New-Keynesian model (Gaĺı, 2015) is defined by a Phillips

curve and an intertemporal (IS) curve given by

πt = Etπt+1 + κxt + ξt , (17)

xt = Etxt+1 −
1

σ
(it − Etπt+1) , (18)

where xt the welfare-relevant output gap, it the nominal interest rate set by the central bank

and ξt an iid cost-push shock.

16Conceptually, the reaction function optimality test is similar to the Mincer and Zarnowitz (1969) speci-
fication test. The Mincer and Zarnowitz (1969) test is frequently used in the forecast evaluation literature
to determine whether the forecaster made optimal use of the available information. In our setting the test
analogously verifies whether the policy maker responded optimally to the available information when setting
policy.
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To illustrate the working of the OPP in an analytically tractable example we consider

the case where the central bank has the loss function

Lt = (π2
t + λx2

t ) , (19)

with λ the weight on the output gap. The central bank has only one instrument pt = it: the

interest rate at time t.

The standard approach

Denote by i0t the policy implemented by the policy maker. The traditional approach to

evaluate i0t is to contrast this policy decision with that implied by that of a planner choosing

directly πt and xt to minimize the loss function:

min
πt,xt

(π2
t + λx2

t ) s.t. πt = Etπt+1 + κxt + ξt . (20)

The optimality condition xt = −κ
λ
πt combined with the (IS) curve then gives an optimal

reaction function φopt ∈ Φopt and an optimal policy choice iopt
t given by

iopt
t = φoptπt , (21)

with φopt = κσ
λ
> 1 (e.g., Gaĺı, 2015).17

One can then assess the optimality of i0t by comparing it to such optimal iopt
t .

The OPP approach

If the underlying model (17)–(18) is not available, it is not possible to compute iopt
t , and the

standard approach is not possible. Instead, our approach consists in directly computing the

gradient of the loss function with respect to the policy instrument, in this case the interest

rate.

To illustrate the workings of the OPP statistic in this baseline New-Keynesian model,

consider a central bank following a non-optimal Taylor rule:

i0t = φ0πt + ε0t with φ0 = φopt(1 + γ0) . (22)

The policy choice i0t is non-optimal for two reasons. First, with γ0 > 0 the central bank is

not following the optimal reaction function and is reacting too strongly to movements in the

inflation gap. In our general notation this implies that φ0 is not optimal: the central bank

17Consistent with Assumption 1, we posit that the model parameters satisfy κσ
λ > 1 to ensure determinacy

under the optimal policy rule, i.e., the existence of a unique equilibrium.
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is making a systematic optimization failure. Second, with ε0t 6= 0 the central bank is making

a one-time (i.e. non-systematic) policy error.

We now proceed to write the New-Keynesian model in the format of Assumption 1.

Suppose that φ0 > 1, such that there is a unique and determinate equilibrium and we can

express the equilibrium allocation as a function of the structural shocks ξt and ε0t :
18

EtY 0
t =

(
π0
t

x0
t

)
=

[
ω0 −κω0/σ

−κ−1(1− ω0) −ω0/σ

](
ξt

ε0t

)
,

with ω0 = 1
1+κ2/λ(1+γ0)

. Moreover, we can express EtY 0
t as a function of the policy instrument

and its effect R with

EtY 0
t =

(
−κ/σ
−1/σ

)
︸ ︷︷ ︸

=R0

i0t +

(
1

0

)
ξt .

Computing the OPP, we get

δ∗t = −(R0′WR0)−1 R0′WEtY 0
t

=
1

κα
(ω − ω0)︸ ︷︷ ︸

=0 if φ0=φopt

ξt − ω0ε0t , (23)

where W = diag(1, λ) and ω = 1
1+κ2/λ

.

Expression (23) illustrates the first part of Proposition 1: at an optimal policy choice

(φ0 = φopt and ε0t = 0), the OPP is zero.19

As in expression (15) of the generic model, the OPP can be written as a function of the

structural shocks —here, a cost-push shock ξt and a monetary policy shock ε0t—, and the

OPP can be non-zero for two reasons: a systematic mistake (γ0 6= 0) or a one-time policy

mistake (ε0t 6= 0). A non-zero OPP statistic can identify an optimization failure but it cannot

tell whether the failure stems from γ0 6= 0, ε0t 6= 0 or both.

To test the optimality of the reaction function, we can rely on Proposition 2: under an

optimal rule, the OPP should be independent of non-policy shocks, as an optimal policy

rule should ensure that structural shocks like the cost-push shock ξt have no effect on the

gradient (and thus on the OPP). We can see that from expression (23): under the optimal

rule φ0 = φopt, we have γ0 = 0 and thus ω = ω0, so that the OPP expression (23) simplifies

18Note that φ0 > 1 is not required for testing the null H0 : φ0 ∈ Φ —we only require φopt to lead to
a unique equilibrium, see Assumption 1—, but imposing it here allows us to explore what happens under
H1 : φ0 /∈ Φ.

19The second part of Proposition 1 states that the OPP corresponds to the size of a policy shock that would
make policy optimal under the policy rule φ0. To see that, note that minimizing Lt with respect to ε0t and
subject to equations (17), (18) and the fixed policy rule (22) gives the allocation (π∗t , x

∗
t ) =

(
ωξt,− 1−ω

κ ξt
)
,

which is precisely the allocation achieved by i∗t = i0t + δ∗t .
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to δ∗t = −ω0ε0t : under an optimal reaction function, the OPP is indeed independent of ξt.

The moment condition of Proposition 2 here is simply

E(δ∗t ξt) = 0 if φ0 = φopt .

Provided ξt (or a suitable proxy) is available, we can test the optimality of the reaction

function by using a sequence of OPP to estimate the effect of the shock ξt on the OPP δ∗t .

7 Practical uses and implementation of the OPP tests

In this section we present two separate uses of our proposed hypothesis tests based on the

subset-OPP statistic.20 Recall that the subset-OPP

δ∗a,t = −(R0′

aWR0
a)R0′

aWEtY 0
t (24)

requires three sufficient statistics:

(i) R0
a the dynamic causal effects under the reaction function φ0

(ii) EtY 0
t the oracle forecasts for the policy objectives conditional on the policy choice p0

t

(iii) W = diag(β ⊗ λ) the preferences of the policy maker.

Depending on the researcher conducting the optimality tests, these three statistics may

need to be estimated or may be directly available. In this paper, we consider two separate

perspectives.

First, we consider the perspective of a researcher interested in retrospectively studying

past policy decisions taken under a constant policy regime φ0. The researcher does not

necessarily have access to (i)–(iii), but the three statistics can be recovered or estimated

without the need to specify a fully-fledged macro model.

Second, we consider the perspective of a policy maker (or her advisors) deciding on

policy in real time, and we show how the policy optimality test can be used to help policy

makers in their decision making process. Without a structural model, the policy optimality

test cannot be used to conduct policy, but it can be used to help policy makers check that

their heuristics-based policy choice passes the optimality test, a form of consistency check.

Specifically, we invert the policy optimality test for H0 : p0
t ∈ P

opt
t and ask the question:

under which set of parameters (i)–(iii) is the policy maker’s policy choice p0
t consistent with

optimality.

20We focus the discussion on the subset OPP statistic as it includes the full vector OPP statistic as a
special case.
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7.1 Historical testing of macroeconomic policies

In this section we consider a researcher interested in retrospectively assessing past policy

decisions, and we detail how to construct our two tests —the policy optimality test and the

reaction function test— in practice.

7.1.1 Implementing the policy optimality test

To implement the policy optimality test, we need to obtain the distribution of the OPP

statistic at time period t and determine whether the OPP is significantly different from

zero. Given (24), this requires obtaining the distributions of R0
a and Ŷt − EtY 0

t , where Ŷt

are the observable point forecasts, and then combining these to get the distribution of δ∗t .

In addition, for researchers who do not have access to the preference parameter matrix W
we provide a robust implementation of the test that is based on estimating least favorable

preference parameters. Since we rely on standard econometric tools, we only provide here a

high-level overview of our approach. However, a detailed step-by-step implementation guide

including all assumptions and proofs is provided in the supplementary material, see section

S1.

Causal effects. To estimate causal effects (R0
a), we will rely on a large macro-econometric

literature on the estimation of impulse responses to policy shocks.21 Different approaches

can be considered, and we do not take a specific stand on which method should be used.

The review of Ramey (2016) provides a wealth of options ranging from local projection

(LP) methods to structural VAR methods and outlines a number of possible identification

strategies. In our empirical work below we rely on standard LP-IV methods where high fre-

quency monetary surprises are used as instrumental variables to identify R0
a in the context

of monetary policy.

Generally, the estimation of impulse responses requires three types of assumptions: (i) an

identification assumption, (ii) a period of stable regime and (iii) some regularity conditions.

For now we assume that a suitable estimator, denoted by R̂a, can be obtained. We require

that the distribution of the vectorized estimator r̂a = vec(R̂a) approximates r0
a = vec(R0

a)

and that the variance of such estimate can be computed. Specifically, we need

r0
a
a∼ N(r̂a, Ω̂a) , (25)

where Ω̂a is the estimate for the variance of r̂a.
22

21While an identified policy shock may in practice affect multiple elements of a policy plan (for instance,
a monetary shock typically affects the path of the policy rate for a number of periods (e.g., Ramey, 2016)),
this is not a problem for the policy optimality test, since it is based on verifying a necessary condition of
optimality: at an optimum the surface of the loss function should be flat in any direction, see Corollary 1.

22This approximation can follow from both frequentist and Bayesian arguments. For instance, in a fre-
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Forecasts. The next ingredient needed are the oracle forecasts EtY 0
t . For this we rely on

the fact that policy makers frequently publish their point forecasts, denoted by Ŷt, so that

we can use Ŷt to approximate EtY 0
t .23 In addition, we must acknowledge that policy makers

will often not be able to provide the oracle forecasts, i.e. Ŷt 6= EtY 0
t , due to model mis-

specification. Therefore, the researcher needs to approximate the distribution of EtY 0
t − Ŷt.

To do so, at least two possibilities exist. First, a researcher can approximate the distribu-

tion of EtY 0
t − Ŷt by the distribution of the historical forecast errors {Ys− Ŷs}ts=t0 . Using this

sequence one can estimate the historical bias and variance and use these to upper-bound the

distribution of model misspecification error using a normality assumption.24 Alternatively,

one could rely on the policy makers’ self assessment of model uncertainty.

In sum, given an assessment of model uncertainty we may approximate the distribution

of the oracle forecasts by

EtY 0
t − Ŷt

a∼ FY 0
t
. (26)

Policy optimality test. After obtaining the approximating distributions of the dynamic

causal effects and the oracle forecasts, we can compute the distribution of the OPP using

simulation methods for a given preference matrix W . Specifically, we simulate dynamic

causal effects from (25), e.g. rja
a∼ N(r̂a, Ω̂a), and forecasts misspecification errors from

(26), e.g. U j a∼ FY 0
t

, and compute δja,t = (Rj′
aWRj

a)
−1Rj′

aWŶ j
t , where Ŷ j

t = Ŷt + U j. We

repeat this for a large number of draws j = 1, . . . , Sd, and report the average OPP and the

confidence interval:

δ̂a,t =
1

Sd

Sd∑
j=1

δja,t and
[
δ

(αSd)
a,t , δ

((1−α)Sd)
a,t

]
, (27)

where δ
(k)
a,t denotes the (element wise) kth largest draw of {δja,t, j = 1, . . . , Sd}. Based on

Corollary 1 we reject H0 : p0
a,t ∈ P

opt
a,t , for any given level of confidence 1− α ∈ (0, 1), if the

confidence interval excludes zero.

Preferences. Researchers inside the policy institution may have access to the policy

maker’s preference parameters W but this need not be the case for outside researchers.

For this setting, we outline an approach for conducting preference robust OPP inference.

quentist setting many estimators, under suitable assumptions, are asymptotically normal implying that
√
n(r̂a − r0

a)
d→ N(0,Ωa). Given that such a result applies and that the asymptotic variance can be consis-

tently estimated, we can obtain the approximation (25).
23In this section, we consider the case where estimates of the optimal forecasts are published by the policy

maker but dynamic causal effects are not. This is consistent with common practice where policy makers do
publish their conditional forecasts but not their perceived effects of policy. That said, if the policy maker’s
forecasts are not available, a researcher could construct her own estimates of the oracle forecast.

24Forecast errors mix two sources of uncertainty: (i) misspecification, i.e., model uncertainty, and (ii) future
uncertainty. As a result, the variance of forecast errors will upper-bound the variance of mis-specification
uncertainty.
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The idea is to exploit a sequence of past policy decisions to find the preferences that gives

the smallest deviations from optimality on average. This approach can thus be seen as

considering a worse-case scenario for rejecting optimality.

Specifically, we write ω = β⊗λ, the elements of the preference matrixW , as a function of

the dθ×1, parameter vector θ, i.e., ω = ω(θ), with dθ ≤ K, and we estimate θ by numerically

solving25

θ̂ = arg min
θ∈Θ

Ŝ(θ) , Ŝ(θ) =

∥∥∥∥∥ 1

n

t∑
s=t0

δ̂a,s(θ)

∥∥∥∥∥
2

, (28)

where δ̂a,s(θ) corresponds to the mean OPP estimate (27) as a function of θ. In the on-

line appendix we provide a more general econometric implementation and the details for

inference.

With the estimated θ̂ in hand a researcher can base the optimality assessment on the

simulated distribution of the OPP given θ̂, which ensures that deviations from optimality

are not due to potentially arbitrary choices for the preference parameters.

7.1.2 Implementing the reaction function test

In order to determine whether the reaction function is set optimally over the sampling period

s = t0, . . . , t, we rely on Proposition 2. Specifically, under the null φ0 ∈ Popt, we have that

E(δ∗sΞ
′
s) = 0 where Ξs = (ξ′s, ξ

′
s−1, ε

′
s−1, . . .)

′.

In words, under an optimal reaction function, structural shocks (apart from ε0s) should

have no effect on the OPP. Moreover, since both present and past structural shocks ξs

should have no effects, this means that the impulse response of the OPP to structural

shocks ξs should be zero. Thus, testing the optimality of the reaction function can be

recast as the estimation of an impulse response, and we can draw on recent advances on

macro-econometrics to estimate impulse responses to structural shocks. In particular, while

structural shocks are typically not directly observable, the macro-econometric literature (e.g.,

Ramey, 2016) has produced a number of methods to identify proxies for structural shocks,

and we can follow Stock and Watson (2018) and adopt an instrumental variable approach

to estimate these impulse responses.

Since the approach is standard, we only give an illustrative example from our stylized

New-Keynesian model. Consider a researcher interested in testing the optimality of the

reaction function by estimating the impulse response of the OPP to a cost-push shock. The

researcher has a proxy zs for that shock: it correlates with the cost-push shock but not with

any other shock. We can estimate the impulse response of the OPP to the cost push shock

25To give a specific example, suppose that M = 2 and K = 2, then we can take θ = (θ1, θ2)′ and set
ω(θ) = (θ0

1, . . . θ
H
1 )′ ⊗ (1, θ2)′, which implies that β = (θ0

1, . . . θ
H
1 )′ and λ = (1, θ2)′.
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using a sequence of OPP estimates {δ̂a,s}ts=t0 , as obtained from (27), and use LP-IV (Stock

and Watson, 2018) to jointly estimate the Hb + 1 regressions

δ̂a,s+h = bhπs + ηs , h = 0, ..., Hb ,

where we instrument inflation πs with zs. We can then test the optimality of the reaction

function by constructing a Wald test of joint significance for the elements {bh}Hbh=0.26

7.2 Real time decision making: Inverting the policy optimality

test

We now consider a different use of the OPP statistic, and we take the perspective of a

policy maker (or her advisors) deciding on policy in real time. Without a structural model,

the policy optimality test cannot be used to conduct policy, but it can be used to help

policy makers check under which conditions their heuristics-based policy choice passes the

policy optimality test — a form of consistency check. Specifically, we can invert the policy

optimality test and ask the question: under which set of parameters is the policy maker’s

policy choice p0
t consistent with optimality?

The goal is to add rigor, precision and transparency to policy making by requiring policy

makers to explicitly formulate (at least internally) their stance on (i) the policy multiplier

—how the policy instruments affect the different objectives, i.e., the matrix R—, (ii) the

economic outlook, and (iii) the relative weights on the different objectives. Indeed, these

three concepts are the three central sources of disagreement among policy makers (see e.g.,

Orphanides, 2019, for a recent example), and they directly correspond to the three sufficient

statistics underlying the OPP.

Going back to the OPP formula (4), the OPP is a function of EtY 0
t , R, and W so that

an optimal policy implies a relation of the form

δ∗t (EtY 0
t ,R,W) = 0 .

We can then use this relation to find the set of preference parametersW , the set of dynamic

causal effects R and the set of forecasts EtY 0
t for which the policy choice p0

t is optimal. In

other words, we can invert the policy optimality test to find an optimality set, a region of

the parameter space where we cannot reject that the policy is optimal. A policy maker must

then ensure that her policy recommendation lies within that optimality region, or in words

26An alternative would be to directly estimate the impulse response from a distributed lag model where
we regress the OPP on lags of the shock proxy. Similar to Barnichon and Mesters (2020), modeling the
impulse response with polynomials could increase the power of the test.
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that we policy choice p0
t is “consistent” with her views on the economic outlook, the policy

multipliers and the importance of each objective.

To illustrate how this can be done, suppose that the policy maker is interested in assessing

how the optimality of her decision depends on the weights she puts on the policy objectives,

i.e., the preference parameter λ in the preference matrix W = diag(β ⊗ λ). Then we may

compute by simulation a sequence of OPPs for different values of λ over some set Λ:

δjt (λ) = (Rj′W(λ)Rj)−1Rj′W(λ)Ŷ j
t , j = 1, . . . , Sd ,

where Rj is simulated from (25) and Ŷ j
t from (26).

This gives a simulated distribution of OPPs for each value of λ ∈ Λ, based on which

we can compute the average OPP, construct confidence intervals as in equation (27) and

conduct a policy optimality test for each λ ∈ Λ. The optimality region then denotes the

values of λ for which the policy optimality test cannot reject the optimality of the policy

choice.

The same approach can be adopted to investigate how the policy multipliers R0 and

forecasts EtY 0
t affect the optimality of the policy decision.

8 Illustration: Testing US monetary policy

In this section we illustrate how the OPP tests can be used, first to study retrospectively past

policy choices, and second to help policy makers articulate and understand their decisions

in real time. As loss function we posit the usual dual inflation-unemployment mandate

Lt = Et ‖Πt‖2 + λEt ‖Ut‖2 , (29)

with Πt = (πt−π∗, . . . , πt+H−π∗)′ the vector of inflation gaps and Ut = (ut−u∗t , . . . , ut+H−
u∗t+H)′ the vector of unemployment gaps. The discount rate is implicitly set to βh = 1 for

all h, and we take a horizon of H = 5 years.

8.1 Historical testing of policy decisions

In this section, we study Fed monetary policy over 1990-2018, assuming that the economy

was in a stable regime over that period. After discussing the construction of the OPP statistic

(and associated distribution), we present three illustrative case studies —1990M6, 2008M4

on the eve of the Great Recession, 2010M4 in the middle of the Great recession—, and we

then describe the results of our systematic study of US monetary policy over 1990-2018.
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8.1.1 Computing the OPP

We first describe how we construct the subset OPP statistics (and associated distributions)

that we will use to assess US monetary policy decisions.

The policy instruments We focus on the optimality of two elements of the set of Fed

instruments: (i) the current level of the fed funds rate, or fed funds rate policy for short, and

(ii) the slope policy instrument, whereby the Fed aims to affect the slope of the yield curve

—the spread between the 10-year treasury and the fed fund rate— through forward-guidance

or asset purchases (QE).

Similarly to Eberly, Stock and Wright (2019) we consider these policy instruments sep-

arately as they were used over different sampling periods: forward-guidance and QE were

used only after 2008, at which point the fed funds rate was at the zero-lower bound. We

thus construct two separate subset-OPP statistics; one for the fed funds rate policy and the

other for the “slope” policy.27

Estimating causal effects R0
a As explained in section 7.1, the subset-OPP statistic allows

us to use impulse responses to policy shocks as causal effects R0
a. We follow Kuttner (2001)

and Eberly, Stock and Wright (2019), and we use as instrumental variables the monetary

policy surprises measured around the FOMC announcements within a 30 minute window.

First, we use surprises to the fed funds rate —the difference between the expected fed funds

rate (as implied by current-month federal funds futures contracts) and the actual fed funds

rate— to identify the causal effects of an innovation to the current interest rate it|t. Second,

we use surprises to the ten-year Treasury yield (orthogonalized with respect to surprises to

the current fed funds rate) to capture the effects of an innovation to the slope of the yield

curve. We then use these surprises as instrumental variables in LPs to compute the dynamic

causal effects R̂a, see the supplementary material section S1.28

Measuring EtY 0
t For the conditional forecasts Ŷt, we use the median FOMC forecast

reported in the Survey of Economic Projections (SEP).29 To capture the uncertainty around

27If multiple policy instruments were available at the same time, one would construct one OPP statistic
that incorporates both policy experiments.

28As in Eberly, Stock and Wright (2019), the causal effect of an innovation to the fed funds rate is estimated
over 1990-2007, which avoids the zero-lower bound period, and the causal effect of an innovation to the slope
of the yield curve is estimated over 2008-2018.

29Since 2006, SEP data include the median forecasts at a three-year ahead horizon. We complement these
forecasts with the median FOMC estimate of the long-run projections for inflation and unemployment. We
set the horizon for the long-run FOMC projections to equal 5 years. Since the SEP projections are annual,
we linearly interpolate them in order to project them on the estimated effects of the policy instruments
(available at a quarterly frequency). Additionally, we use the long run estimates as a measure of potential.
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these point forecasts, we use the Board staff assessment of forecast uncertainty, as reported

in the Tealbook.

The preference matrix W The last piece of information necessary to evaluate policy

decisions is the policy maker’s preference parameter λ that enters the preference matrix

W . To set λ, we will use the robust approach described in Section 7.1.1, i.e., choosing the

parameter λ that is least favorable to reject optimality on average. Using the estimator (28)

for decisions taken over 1990-2018, we estimate λ̂ = 0.6, which we will use from now on.

The OPP statistics Based on R̂a, Ŷt and λ̂, we compute the mean subset OPP statistics

δ̂a,t and construct confidence bands following equation (27). We obtain two OPP statistics:

(i) the “short rate” OPP statistic denoted by δ̂i,t, and (ii) the “slope” OPP statistic denoted

by δ̂∆,t.

8.1.2 Three case studies

Fed funds rate policy as of June 1990 In the first case study, we evaluate the fed

funds rate policy as of June 1990. At the time, the FOMC was confronted with a classic

inflation-unemployment trade-off: while it would have liked to lower the fed funds rate to

fight excess unemployment, it was prevented to do so by the high and on-going inflation

(Bluebook, June 2006). The question for the OPP is thus whether the level of the fed funds

rate optimally balanced that trade-off.

Figure 2 depicts graphically all the information needed to construct the “fed funds rate”

OPP statistic δ̂i,t. The top-left panel reports the FOMC expected paths for inflation condi-

tional on the current policy choice, that is it reports Π̂t. The bottom-left panel reports R̂π
i ,

the causal effects on inflation of a 1ppt innovation to the current fed funds rate. The right

column reports the same information for unemployment: Ût and R̂u
i . For illustration pur-

poses, in this first case study we omit confidence bands and treat the causal effect estimates

and forecasts as fixed.

To illustrate the thought experiment underlying the OPP statistic and the policy opti-

mality test, we first consider the case of a strict inflation targeter with λ = 0. In the top-left

panel, the red empty-circles display how the expected path for inflation would change if we

adjusted the fed funds rate by δ̂πi,t, the OPP for a strict inflation targeter that did not care

about the path of unemployment (λ = 0). With δ̂πi,t ≈ 0.7 > 0, the OPP statistic “calls”

for a more contractionary policy in order to close the positive inflation gap faster.30 In

30In this entire section, we use the verb “call” only in the context of a very specific one-time policy
experiment, see section 4: the magnitude of the OPP can be interpreted as the size of the policy shock that
would minimize the loss function, here that best stabilizes the expected path of inflation.
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the top-right panel, the blue empty-circles plot a similar counter-factual exercise but for a

strict unemployment targeter that ignores the path of inflation (λ = ∞). This time, the

OPP statistic “calls” for a more expansionary policy (δ̂ui,t ≈ −0.2 < 0) in order to close the

unemployment gap faster.

With a dual inflation–unemployment mandate (0 < λ <∞), the FOMC is indeed facing

an inflation-unemployment trade-off, as the two OPP statistics δ̂πi,t and δ̂ui,t “call” for opposite

policies,31 and an optimization failure —a non-zero OPP δ∗t— can come from a failure to

appropriately balance conflicting objectives, for instance δπ∗i,t > 0 but δu∗i,t < 0.

Using our robust estimate λ̂ = 0.6, we find δ̂i,t = −0.04 (see Table 1), meaning that

the two mandates were roughly balanced and the optimization failure is economically small.

Moreover, taking estimation and model uncertainty into account, the 67 percent confidence

interval includes zero, and we cannot discard that the fed funds rate was set optimally.

Fed funds rate policy as of April 2008 In the second case study, we evaluate the

fed funds rate policy as of April 2008, in the early stage of the financial crisis: Lehman

Brothers was still 6 months away from failing, unemployment was only at 5 percent, and few

anticipated the magnitude of the recession that was going to ensue. In fact, the fed funds

rate was still at 2.25ppt so the Fed still had room to use conventional policies to stimulate

activity.32 At that meeting, the fed funds rate was lowered by .25ppt to 2 percent, but it

remained at that level until October 2008, i.e., until the collapse of Lehman brothers.

As is clear from the April Tealbook and forecast narratives reported by the FOMC, the

central bank was facing two conflicting issues in April 2008: (i) a marked deterioration in the

growth outlook due declining housing prices and tensions in the financial market, and (ii)

upside risks to inflation coming from “persistent surprises to energy and commodity prices”

(Kohn, 2008).

An interesting question in hindsight is thus whether the 2008-M4 decision was optimal.

Figure 3 has the same structure as Figure 2 except that we now report the 95 percent

confidence intervals for the impulse response estimates, as well as the 68 percent confidence

interval capturing the model uncertainty surrounding the Fed’s forecast, as judged by the

Board staff in the April 2008 Tealbook.

31We can re-write δ∗i,t as a weighted-average of the OPP for each mandate with

δ∗i,t = (1− ω)δπ∗i,t + ωδu∗i,t , (30)

with δv∗i,t = −(Rv′i R
v
i )−1Rv′i EtV 0

t the OPP for a single mandate with Vt = (vt−v∗, . . . , vt+H−v∗)′ for v = π

or u, and ω = 1
1+κ2/λ .

32By the end of 2008 however, unemployment had reached 7.3 percent, and theFed had dropped the fed
funds rate by almost 2ppt (to the zero lower bound) in the span of only three months (September-December)
following the failure of Lehman Brothers in September 2008.
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The two issues of the time —poor economic outlook and inflationary pressures from high

energy prices— are visible in the FOMC forecasts in the first row of Figure 3.

The dual-mandate OPP with λ̂ = 0.6 comes out at δ̂i,t = −0.28 (Table 1), “calling” for

an additional 25 basis points cuts (after rounding at the nearest quarter percentage point).

The 68% confidence interval excludes zero, indicating that there is a less than 32 percent

chance that the policy i0t was optimal, i.e., balanced the expected paths of the inflation and

unemployment gaps.

Slope (QE) policy as of April 2010 It is interesting to contrast the 2008-M4 situation

with that of two years later; in 2010-M4. There, the Fed funds rate was stuck at zero but the

Fed could have further used its “slope instrument” —forward-guidance or QE— to better

stabilize the economy. To test this possibility, we can use the slope OPP statistic.

Figure 4 displays the situation in 2010-M4 where the bottom panels show the causal

effects on inflation and unemployment of a 1ppt increase in the slope of the yield curve. In

Table 1 we find that the mean estimate of the slope OPP is given by δ̂∆,t = −0.37. The

deviations from targets are so large that we can easily discard optimality at the 95 percent

confidence level.33

8.1.3 Testing the Fed reaction function

The previous section illustrated the workings of the OPP for a few noteworthy policy deci-

sions, but we can proceed more systematically and evaluate all policy decisions made over

1990-2018. The bottom panel of Figure 5 shows our estimated series for the fed funds rate

OPP and for the slope OPP.

Except during the Great recession, the OPP statistic is relatively small, averaging only

a quarter ppt (in absolute value) for the fed funds rate, indicating that the deviations from

optimality are economically small.

To test the optimality of the reaction function, we estimate the impulse response of

the fed funds rate OPP to two structural shocks: oil price shocks and productivity shocks.

Specifically, we consider the regressions

δ̂i,s+h = c+ bhπs + ηs+h , h = 0, . . . , Hb

where we use inflation as the endogenous variable, see Section 7.1.2.

We estimate the impulse responses {bh}Hbh=0 using instrumental variable methods where

we either use the oil supply proxies of Baumeister and Hamilton (2019) as instruments to

33That being said, this conclusion is reached with the benefit of hindsight, since our evidence on the causal
effects of the slope instrument comes precisely from that time period.
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estimate the effects of oil supply shocks or we use the productivity proxies of Basu, Fernald

and Kimball (2006) to estimate the effect of productivity shocks. The estimated impulse

responses are economically small and never statistically significantly different from zero.

Thus, we cannot reject the Fed reaction function was optimal over 1990-2018.

8.2 Inverting the policy optimality test in April 2008

At each FOMC meeting, the recurrent question facing FOMC members is the appropriateness

of the policy stance. In their policy deliberations, policy makers make constant references

to the “appropriate calibration” of policy to the economic environment (e.g. FOMC, 2008).

If the economy could be described by a specific model like a New-Keynesian model, this

“calibration” would be relative straightforward. Without a specific model however —how

policy makers operate in practice— this is a very difficult task.

The OPP framework offers one approach to structure the discussion on the appropriate

policy stance. While the policy optimality test cannot be used to find the appropriate policy

setting (without additional modeling assumptions), the policy optimality test inversion can

be used to clarify the conditions under which a policy stance can be considered appropriate,

optimally balancing the different policy objectives.34

To illustrate the dual use of the policy optimality test, we go back to the situation of

the Fed in April 2008. To make the exposition as simple as possible, we simplify the loss

function

Lt = EtΠ̄2
t + λEtŪ2

t , (31)

where Π̄t and Ūt are the average inflation and unemployment rates over the next H periods

(here 5 years). This “static” loss function will allow us to more easily convey the ideas

underlying the benefits of inverting the policy optimality test. The analysis based on the

original loss function (29) proceeds similarly and is left for the supplementary material.35

As policy thought experiment, we consider an innovation to the short term interest rate,

which has causal effect, or “policy multiplier”, Ri. We first keep preferences (λ) and the

policy multiplier (Ri) fixed at our empirical estimates λ̂ and R̂i, and we study how the

economic outlook affects the optimality of the April 2008 policy decision.

Figure 7(a) plots a heatmap depicting the magnitude of the OPP statistic across a range

34In this sense the policy optimality test inversion can be viewed as providing more rigor to the practice
of forecast targeting (e.g. Svensson, 1999, 2005, 2017, 2019) by explicitly quantifying the probability that a
policy choice is optimal under different scenarios. For instance, Svensson (2010)’s argument for lowering the
Riksbank policy rate is similar in spirit to the test inversion that we propose here; laying out quantitatively
the arguments in favor of a particular policy choice.

35Note that because of the simplification of the loss function the levels of significance found in this exercise
are slightly higher when compared to those in the previous section. The results that correspond to the general
loss function, as provided in the supplementary material, are identical to those found in the previous section.
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of forecasts for unemployment and inflation (EtŪ0
t and EtŪ0

t ),36 and Figure 7(b) plots the

corresponding policy optimality tests, displaying the confidence regions for rejecting the null

of an optimal policy choice. In other words, by inverting the policy optimality test for

different values of EtŪt and EtΠ̄t, we construct “optimality regions”, regions of the forecast

space where we cannot reject (at some confidence level) that the policy decision is optimal.

In addition, the dots show the 17 individual SEP forecasts (small dots) and the median SEP

forecast (large dot). On the eve of the Great Recession, the FOMC displayed a wide range of

views on the economic outlook, ranging from fears of inflationary pressures (Bullard of the

St Louis Fed and Fisher of the Dallas Fed) to fears to the unemployment outlook (Lacker of

the Richmond Fed). Except for Bullard and Fisher however, all FOMC members reported

conditional forecasts that were not consistent with their policy recommendation: given their

views on the economic outlook, the policy setting was not appropriate —not well calibrated—

and too tight: the OPP is negative (blue colors), “calling” for a more accommodative policy.

This conclusion simply re-iterates our previous finding (Section 7.1) but for the separate

FOMC members.

With the policy optimality test inversion, we can go further and ask: “Which parameter

values for λ and Ri could justify the policy choice?”, i.e., under which parameter values

could the policy decision be considered optimal, i.e., consistent with a zero OPP?

To study how the policy maker’s preferences and view on the policy multipliers affect

the policy optimality test, Figures 8 and 9 plot the same OPP heatmap and optimality

confidence sets as Figure 7 but for different values of λ and κ =
Rπ̄i
Rūi

. The parameter κ can be

understood as the slope of some underlying Phillips curve, it captures how inflation moves

when unemployment moves by one unit in response to a change in policy. We consider a

range of inflation-unemployment trade-offs by considering a range of slopes for the Phillips

curve.

It is only for a low λ and a flat Phillips curve (bottom-right panel) that we can justify

the FOMC decision, most notably the positions of Bernanke and Yellen. With λ = 0.1, the

policy maker cares a lot more about the expected excessive inflation, and this would “call”

for raising (not lowering) the policy rate. This can be seen in the lower panels, where SEP

forecasts are often in the “red” regions, where policy is considered too loose, and the OPP

“calls” for raising the policy rate to lower inflation. When the Phillips curve is flat however

(bottom-right panel), the unemployment cost of lowering inflation becomes so high that it is

no longer worth raising the policy rate, and the inflation and unemployment objectives are

balanced: we can no longer reject optimality, and the policy can be considered “appropriate”.

In real time, each FOMC member could have used such decision maps to assess whether

they are comfortable with these conclusions. Do their views align with a low slope of the

36Uncertainty around the forecast is taken to be the same as around the baseline forecast.
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Phillips curve (much lower than implied by impulse response estimates or structural estimates

(e.g., Barnichon and Mesters, 2020, 2021)) and are they comfortable with putting such a low

weight on unemployment?37

9 Conclusion

In this work, we developed a framework to evaluate macroeconomic policy decisions with min-

imal assumptions on the underlying economic model. Given a policy maker’s loss function,

we proposed a statistic —the Optimal Policy Perturbation, OPP— to (i) test the optimality

of a policy choice, i.e. whether it minimizes the loss function, and (ii) test the optimality of

the policy maker’s reaction function, i.e., whether the policy maker systematically under- or

over-reacted to some variables or shocks.

Going forward, there are several ways in which the power of our OPP-based tests can

be improved. Most notably, any improvement in the precision of the forecasts or in the

precision of the causal effect estimates directly improves the ability to detect optimization

failures by shrinking the confidence bands of the OPP.38

Importantly, the monetary policy setting considered in this paper is only one of the po-

tential applications for the OPP-based tests. Our policy evaluation framework can be used in

the many areas of policy where policy makers rely on heuristics to balance difficult trade-offs

in complex settings: exchange rate management, foreign-reserve management, fiscal policy

(e.g., balancing growth considerations with risks to debt sustainability), climate change pol-

icy (e.g., balancing the costs of climate change with the costs of preventive actions), among

others.

37For instance, to the extent that each individual policy maker has stable preferences (i.e., a stable λ),
a policy maker can assess whether the low λ = 0.1 is consistent with her previous policy decisions and
preference.

38One approach to improve the power of the policy optimality test would be to combine different identifica-
tion schemes and use similar but slightly different policy experiments, for instance combining high-frequency
based identification, heteroskedasticity based identification (Rigobon, 2003), narrative restrictions (Uhlig,
2005) and recursive ordering. Provided that the different identification schemes are all valid and lead to
different policy experiments (for instance, more or less persistent changes in the monetary instrument), one
could build more powerful policy optimality tests.
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Appendix A: Relaxing linearity

For some applications the assumption that the underlying economy is linear may be too
strong. In this appendix we show that it is quite easy to relax this assumption and ob-
tain a generalized OPP statistic that remains able to detect optimization failures. However,
inference for such statistic requires estimating the dynamic causal effects of interest using
non-parametric instrumental variable methods, which is more data demanding and has there-
fore not been adopted often in macroeconomics. Nevertheless the methodology exists (e.g.
Su and Ullah, 2008) and can be adopted for our purposes.

Generalized OPP

In this section we propose a generalized OPP (GOPP) statistic for nonlinear macro environ-
ments. Let Ξt = {ξt, ξt−1, εt−1, . . .}, denote the set of all structural shocks at time t, excluding
the time t policy shock. We can think of Ξt as the set of shocks that have been realized right
before the policy decision. The following assumption defines a general nonlinear economy.

Assumption 2. There exists a non-empty set Φopt
n ⊂ Φn such that for any φopt ≡ φ ∈ Φopt

n

1. The economy has a unique and determinate equilibrium given by

Yt = E(Yt|εt,Ξt;φ
opt) + Ft(φ

opt) and pt = φopt(Ξt) + εt , (32)

where E(Ft(φ
opt)|εt,Ξt;φ

opt) = 0 and E(εt|Ξt) = 0.

2. The policy choice pt = φopt(Ξt) minimizes Lt, i.e.

Lt
(
φopt, 0

)
≤ Lt

(
φ̃, εt

)
, ∀ φ̃ /∈ Φopt

n , εt 6= 0 ,

where Lt (φ, εt) = EtY
′
tWYt, with Ft = {ξs, εs}s≤t.

In this assumption Φn denotes some, arbitrarily complex, nonlinear function class. We
require that there exists a non-empty subset of nonlinear functions Φopt

n for which the econ-
omy for Yt = (y′t, . . . , y

′
t+H)′ can be decomposed into a part that is time t measurable and

an orthogonal remainder term, i.e. the expectation needs to exist. The reaction function is
similarly decomposed into a part that is t measurable and an orthogonal part εt. Note that
we have written both Yt and pt directly as a function of the structural shocks to shorten the
exposition. In particular, the conditional expectation E(Yt|εt,Ξt;φ

opt) that determines Yt in
(32) is a function of all structural shocks.

Assumption 2 implies that the set of optimal policy choices is given by

Popt
t =

{
pt : pt = φ(Ξt), φ ∈ Φopt

n

}
.

Noting that for any φ ∈ Φopt
n we have εt = pt − φ(Ξt) we can write

Yt = E(Yt|pt,Ξt;φ) + Ft(φ)
= f(pt,Ξt;φ) + Ft(φ)

(33)
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where f(·, ·;φ) is some arbitrary nonlinear function which we will assume to be differentiable
with respect to pt, see Assumption 3 below.

Similar as in the main text the policy maker aims to minimize the loss function Lt =
EtY ′tWYt and her proposed solution is given by φ0 and ε0t . We define

R0
t ≡

∂f(pt,Ξt;φ
0)

∂p′t

∣∣∣∣
pt=p0

t

,

which are the relevant dynamic causal effects for the nonlinear model (32). The GOPP is
given by

δg∗t = −(R0′

t WR0
t )
−1R0′

t WEtY 0
t , (34)

where EtY 0
t = f(p0

t ,Ξt;φ
0) which exists if φ0 ∈ Φopt. It is easy to see that under Assumption

1 we have that R0
t = R0 and the GOPP reduces to the OPP. As we show below, this

generalized OPP has retains the ability of the OPP to detect optimization failures. However,
estimating R0

t is more difficult when compared to R0. To see this, just recall that typically
f is unknown and may depend on the – potentially very large – set of shocks Ξt. Estimating
the derivative is difficult in such settings and certainly requires further assumptions on f
and on the number of relevant structural shocks.

We first discuss the theoretical properties of the generalized OPP after which we outline
possible strategies for estimating the derivative function R0

t and conducting GOPP based
testing, similar as in Section 7.

Properties of the generalized OPP

In this section we formalize the properties of the generalized OPP δg∗t . In particular, we give
the conditions under which the GOPP can be used to: (i) test whether the policy choice p0

t

is optimal, and (ii) test the optimality of the reaction function φ0.

(i) Detecting optimization failures
In order to use the GOPP to test whether p0

t is optimal, we essentially only require that
the underlying model is well defined and that it is continuously differentiable with respect
to the policy choice. Formally, we make the following assumption.

Assumption 3. Let D be an open convex subset of RK. We assume that for any φ ∈ Φopt
n

and εt ∈ RK the function f(pt,Ξt;φ) is continuously differentiable with respect to pt on D
with derivatives given by Rt(pt,Ξt;φ) ≡ ∂f(pt,Ξt;φ)/∂pt, and rank(Rt) = K.

The following proposition formalizes the ability of the GOPP to detect optimization
failures.

Proposition 3. Given Assumptions 2 and 3, we have that δg∗t 6= 0 implies p0
t /∈ P

opt
t .

The proposition implies that if δg∗t is not equal to zero p0
t does not minimize the loss

function, either because the reaction function φ0 is not optimal, or because of a one-time
policy mistake ε0t , or both. The proposition shows that the GOPP has the same ability to
detect optimization failures as the OPP but now for nonlinear models.

35



(ii) Testing the reaction function

As in the linear case, a sequence of GOPP statistics can determine whether the nonlinear
reaction function φ0 is optimal. To do so however, we must impose the stronger assumption
that

Assumption 4. Rt is independent of pt and Ξt.

This assumption implies that Rt can only depend on φ and effectively imposes a linear
relationship between pt and Yt, as considered in the main text. In contrast, the reaction
function is allowed to be a nonlinear under assumption 4.

Similar as in the main text it follows that under the optimal rule the GOPP is proportional
to the policy shock ε0t and independent of the non-policy shocks. We have the following result:

Proposition 4. Given Assumptions 2, 3 and 4, we have that

E(δg∗t Ξ′t) = 0 if φ0 ∈ Φopt (35)

where Ξt = (ξy
′

t , ξ
x′
t , ξ

y′

t−1, ξ
x′
t−1, εt−1, . . .)

′ and δg∗t is defined in (34).

Based on this proposition we can evaluate the optimality of the reaction function using
a sequence of estimates for the GOPP, similar as in the linear case in section 7.1.2.

Inference for the generalized OPP

The previous part showed that it was relatively easy to define a generalized OPP statistic
that retained the ability to detect optimization failures. Notably proposition 3 provided a
strong result that illustrates the ability of the GOPP statistic to detect optimization failures.

In this section we discuss how inference can proceed for the generalized OPP statistic. To
estimate the derivative function R0

t with minimal assumptions, non-parametric IV methods
need to be used.39 In particular, applicable methods are described in Newey, Powell and
Vella (1999) and more recently in Su and Ullah (2008). We omit the details, but we stress
that invariably these methods require (i) a stable policy regime, (ii) exogenous variation in
the form of instrumental variables and (iii) a variety of regularity conditions. In particular,
the regularity conditions require the existence of higher order derivatives of f with respect
to pt, implying that in order to conduct inference using the GOPP statistic requires more
assumptions on the model, i.e., besides Assumption 3.

Apart from the estimation of the derivative function R0
t , inference for the GOPP proceeds

exactly as discussed in Section 7. Moreover, similar as in Section 4, we can define a subset
GOPP for which the properties of Corollary 1 carry over.

Appendix B: The constrained OPP

In this appendix we show that the OPP approach can be easily adjusted to take into account
constraints on the policy choices. For instance, such constraints could arise from lower-bound
constraints in the context of monetary policy or from previous commitments made before

39If the parametric form of f is known nonlinear GMM methods can typically be adopted to estimate R0
t .
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time t. In the context of forward guidance, a monetary policy maker could have promised
interest rates that will be “lower for longer”, as the Fed did in December 2012 (e.g., Clarida
et al., 2020). In the context of fiscal policy, constraints could also arise from national or
supranational fiscal limits that restrict the budget surplus or the debt-to-gdp ratio. A prime
example being the limits imposed by the Stability and Growth Pact in the European Union.

If the researcher or policy maker ignores such constraints the outcome of the policy
optimality test could be misleading as one may conclude that the policy is suboptimal while
the policy choice is in fact merely respecting the constraints.

To allow for constraints we propose the following simple modification to the policy op-
timality test. Instead of testing whether the gradient of the loss function is zero at the
optimal policy choice, we will test whether the gradient of the Lagrangian is zero at the
constrained-optimal choice.

For illustrative purposes we postulate that the constraints can be formulated in terms of
the linear system

Cpt = c , (36)

where C is a known #r×K matrix with full row rank and c is a known #r× 1 vector. For
instance, when pt denotes government spending a budget constraint could be formulated in
this way. It is also possible to formulate the constraints in terms of inequality restrictions,
see the comments below.

To incorporate these constraints, we re-write the policy maker’s problem as

min
pt
Lt s.t. Cpt = c .

To obtain a test statistic that takes into account the constraint on policy, we simply mimic
the constrained policy maker’s problem and consider

min
δt

Et‖W1/2Ỹt‖2 s.t. C(p0
t + δt) = c where Ỹt = R0δt + Y 0

t ,

where Y 0
t is defined by Assumption 1 under φ0 ∈ Φopt. Solving this problem gives the

constrained OPP (cOPP) δc∗t

δc∗t = δ∗t − (R0′WR0)−1C ′µt

where δ∗t = (R0′WR0)−1R0′WEtY 0
t is the unrestricted OPP and µt =

(
C(R0′WR0)−1C ′

)−1
Cδ∗t

is the Lagrange multiplier. Combining gives

δc∗t = δ∗t (I −Q) (37)

where Q = R0′WR0)−1C ′
(
C(R0′WR0)−1C ′

)−1
C.

Expression (37) is the standard constrained least-square estimator, where the uncon-
strained OPP is corrected to incorporate the shadow value of the constraint. The constrained
OPP has the same properties as the unconstrained OPP but now subject to the restrictions
on the policy plan.

Proposition 5. Given Assumption 1, and policy constraints (36), we have that

1. δc∗t 6= 0 implies that p0
t does not minimize Lt such that Cp0

t = c;
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2. p0
t + δc∗t = pc∗t , where pc∗t = arg minpt∈R,φ=φ0 Lt s.t. Cpt = c .

The proof is similar as for Proposition 1.
We conclude that if the policy problem is constrained in a known way, the OPP approach

continues to apply. Going beyond linear restrictions works in exactly the same way, but the
OPP can then generally not be derived in closed form. However, the problem subjected to
nonlinear or inequality constraints can still be solved numerically if the inputs R0 and EtY 0

t

are known or estimable.

Example: the OPP in Barro-Gordon

To illustrate how the OPP framework can be extended to incorporate a constraint such as
a commitment to a rule, we study what the OPP and the constrained OPP would compute
in the seminal model of Barro and Gordon (1983).

We consider a static version of the Barro and Gordon (1983) model, where the loss
function is given by

L =
1

2

[
π2 + (y − kyn)2

]
with y denoting output, yn the efficient output level, which is independent of monetary
policy. With k > 1, the policy maker wants to push outout above its efficient level. For
simplicity we have set the target π∗ = 0 and the preference parameter λ = 1. Output is
determined by

y = yn +
1

κ
(π − πe) (38)

where πe are private sector inflation expectations. To remain within our general framework,
i.e. Assumption 1 and the resulting equation (10), we postulate without loss of generality
that the central bank can use its policy instrument i to influence inflation according to

π = Rπi+ tip (39)

where the coefficients Rπ captures the response of inflation to the policy rate i and where
tip denotes “terms independent of policy”. Similarly, we can write πe = Rπei+ tip. From the
Phillips curve-type relation (38), we immediately get y = Ryi+tip withRy = 1

κ
(Rπ −Rπe) .

In this setting, consider the case where the central bank follows the Barro-Gordon optimal
rule and committed itself to set

π0 = 0

by systematically setting the interest rate i0 such that (39) implies π = 0 at all time. Under
that rule, inflation expectations would be anchored at zero (πe = 0), which implies R0

πe = 0
and R0

y = 1
κ
R0
π.

First, if we computed the (unconstrained) OPP, we would get

δ∗ =
κR0−1

π

1 + κ2
(1− k)yn

using R0 =
(
R0
π,R0

y

)′
= R0

π

(
1, 1

κ

)′
and Y 0

t = (π0, y0 − kyn)
′

= (0, (1− k)yn)
′
. Even though

the policy maker is following the optimal Barro-Gordon rule πopt = 0, the OPP is non-zero.
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In fact, the OPP is capturing the magnitude of the Barro-Gordon temptation to renege on
a previous commitment: since inflation expectations are fixed at zero under the rule, the
optimal discretionary policy is to “cheat” and create surprise inflation by lowering the policy
rate below i0.

Now, let us compute the constrained OPP, which takes into account the policy maker’s
commitment. By incorporating the constraint π0

t = 0, the cOPP is given by

δc∗ = δ∗ (I −Q) = 0

as we can verify that Q = I when C = R0
π in this setting with only one policy instrument. In

other words, the constrained OPP correctly identifies that the policy is set optimally given
the previous commitment.

To recap, the key point underlying our analysis is that a researcher who aims to ret-
rospectively detect optimization failures in the presence of commitment needs to re-write
the policy maker’s loss function in order to incorporate all previous promises. Intuitively,
the adjustment amounts to replacing the unconstrained loss function with the Lagrangian,
and adopting the gradient of the Lagrangian, or its rescaled version (i.e. the constrained
OPP), as a test statistic. Of course, this relies on these previous commitments being publicly
available, but we think this is a likely scenario. To the extent that previous commitments
are made in order to steer private agents’ expectations, these commitments should be made
public and thus should be available to the researcher. That said, if the researcher is in doubt
whether the policy choice is made under commitment we recommend computing both the
constrained and unconstrained OPPs and taking a conservative approach that only rejects
optimality if both tests reject.

Analogously, a policy maker (or staff member) who aims to verify the optimality of a
policy choice in real time may want to take past promises, or constraints, into account when
inverting the policy optimality test as discussed in Section 7.2.

Appendix C: Proofs

Before providing the proofs of the propositions we provide the details for the relationship
between Assumption 1-part 1 and equations (10) and (14). For convenience we drop the
dependence on the optimal reaction function from the notation.

Starting with (14), we note that for each h = 0, . . . , H Assumption 1-part 1 implies that
we can write

yt+h =
h−1∑
j=0

Ayjet+h−j +
∞∑
j=h

Ayjet+h−j ,

where Ayj corresponds to the upper block of Aj defined in Assumption 1. When taking
conditional expectations Et(·), and recalling that et = (ξ′t, ε

′
t)
′, we have

Etyt+h = Ayεh εt +
∞∑

j=h+1

Ayεj εt+h−j +
∞∑
j=h

Ayξj ξt+h−j ,

where Ayj = [Ayξj Ayεj ] conforms the partitioning of the structural shocks. Stacking these
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equations across h leads to the representation in (14) as we get

EtYt = AΞΞt +Aεεt , (40)

where Aε = (Ayε
′

0 , . . . , Ayε
′

H )′ and AΞ = (A′Ξ,0, . . . , A
′
Ξ,H)′, with AΞ,h = (Ayξh , A

yξ
h+1, , A

yε
h+1, . . .),

and Ξt = (ξ′t, ξ
′
t−1, ε

′
t−1, . . .)

′.
Next, to get to (10), we note that we can equivalently express pt in terms of the structural

shocks

pt = Ap0et +
∞∑
j=1

Apjet−j = Apξ0 ξt + Apε0 εt +
∞∑
j=1

Apjet−j .

Since Apε0 is invertible by Assumption 1-part 1 we can substitute pt for εt in (40) and get

EtYt = Aε(Apε0 )−1︸ ︷︷ ︸
R

pt + (AΞ − (Apε0 )−1ApΞ)Ξt︸ ︷︷ ︸
Γt

,

where ApΞ = (Apξ0 , A
p
1, A

p
2, . . .) and we have obtained the expression in (10), noting that Γt

does not depend on εt as required.

Proof of Proposition 1.

Part 1. We will show that δ∗t = 0 is a necessary condition for p0
t ∈ P

opt
t , such that δ∗t 6= 0

rules out that p0
t ∈ P

opt
t . First, recall that by Assumption 1-part 2 if p0

t ∈ P
opt
t , then

p0
t minimizes Lt. Further, p0

t ∈ P
opt
t implies φ0 ∈ Φopt and for all φ ∈ Φopt we have

that Lt is a convex continuously differentiable function with respect to pt. It follows that
∇ptLt|p0

t
= 2R0′WEtY 0

t = 0 is a necessary condition for p0
t to be minimizer of Lt (e.g. Boyd

and Vandenberghe, 2009, page 140). Since, R0′WR0 is positive definite (R0 has full column
rank andW = diag(β⊗λ) is positive definite) we have that δ∗t = (R0′WR0)−1R0′WEtY 0

t = 0
is an equivalent necessary condition for p0

t being a minimizer, i.e. for p0
t ∈ P

opt
t .

Part 2. Note that if φ0 implies a unique equilibrium like (8) it has a representation like in
(10). The gradient under φ0 evaluated at pt = p0

t + δt then becomes

∂Lt
∂pt

∣∣∣∣
pt=p0

t+δt

= 2R0′W(EtY 0
t +R0δt) .

Setting the gradient to zero and solving for δt gives

δ∗t = −(R0′WR0)−1R0′WEtY 0
t ,

which implies that in order to minimize the loss function with respect to pt (holding φ0 fixed)
we must take p∗t = p0

t + δ∗t .

Proof of Corollary 1.

The proof is identical to the proof of Proposition 1 after replacing δ∗t , p
0
t , p

∗
t , P

opt
t and R0,

by their subset counterparts δ∗a,t, p
0
a,t, p

∗
a,t, P

opt
a,t and R0

a.
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Proof of Proposition 2.

Note that if φ0 ∈ Φopt the loss function is continuously differentiable and convex with respect
to pt. Hence, we have for pt = φ0wt that EtYt = AΞΞt, by equation (40), and

∇ptLt|pt=φ0wt
= 2R0′WAΞΞt = 0 ,

as such pt minimizes the loss function by Assumption 1-part 2. Now if p0
t = φ0wt + ε0t we

have

∇ptLt(pt)|pt=p0
t

= 2R0′WEtY 0
t

= 2R0′WAΞ(φ0)Ξt + 2R0′WAε(φ0)ε0t

= 2R0′WAε(φ0)ε0t

where we substituted EtY 0
t with (40). We note that in the last line the first term is equal

to zero as it corresponds to the gradient of the optimal policy pt = φ0wt if φ0 ∈ Φopt. Since,
the structural shocks are mutually and serially uncorrelated by Assumption 1-part 1 we have
that E(∇ptLt(pt)|pt=p0

t
Ξ′t) = 0 if φ0 ∈ Φopt, which implies that

E(δ∗tΞ
′
t) = −1

2
(R0′WR0)−1E(∇ptLt(pt)|pt=p0

t
Ξ′t) = 0 ,

if φ0 ∈ Φopt. The proof for the subset OPP is identical.

Proof of Proposition 3.

By Assumption 3, the loss function Lt is continuously differentiable on D, thus by Lemma
4.3.1 in Dennis and Schnabel (1996) any optimal policy pt ∈ Popt

t , which minimizes the
loss function by Assumption 2-part 2, satisfies the gradient condition ∇ptLt = 0 when
evaluated at pt ∈ Popt

t . Hence, if p0
t ∈ P

opt
t we must have that R0′

t WEtY 0
t = 0, with

EtY 0
t = f(p0

t ,Ξt;φ
0), which since R0

t has full column rank if p0
t ∈ P

opt
t (see Assumption 3)

implies that δ∗t = −(R0′
t WR0

t )
−1R0′

t WEtY 0
t must satisfy δ∗t = 0 if p0

t is optimal. If δ∗t 6= 0
we have that p0

t /∈ P
opt
t .

Proof of Proposition 4.

Assumptions 3 and 4 allows us to expand f around any popt
t ∈ P

opt
t to obtain

f(pt,Ξt;φ
0) = f(popt

t ,Ξt;φ
0) + Rt(φ

0)(pt − popt
t )

This implies that we can decompose the forecast EtY 0
t , under φ0 = φopt, as follows

EtY 0
t = f(popt

t ,Ξt;φ
0) + Rt(φ

0)ε0t .

Now since the GOPP is zero when evaluated at popt
t we have that under H0 : φ0 = φopt

δg∗t = −(R0′

t WR0
t )
−1R0′

t WEtY 0
t

= −(R0′

t WR0
t )
−1R0′

t Wf(popt
t ,Ξt;φ

0)︸ ︷︷ ︸
=0

−ε0t
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and the first term is equal to zero as it corresponds to the OPP under an optimal policy.
Hence, if φ0 = φopt we have that E(δg∗t Ξt) = 0.
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Figure 2: Fed funds rate policy in June 1990
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Notes: Top panel: median FOMC forecasts for the inflation and unemployment gaps as of 1990-M6. Filled
circles denote the forecasts conditional of the policy choice p0, and empty circles denote the forecasts after
the OPP thought experiment, i.e., after adjustment of p0 by a policy shock of the size of the OPP. Bottom
panel: impulse responses of the inflation and unemployment gaps to a fed funds rate shock. In red (blue) is
the OPP δ∗π (δ∗u) for a strict inflation (unemployment) targeter.
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Figure 3: Fed funds rate policy in April 2008
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Notes: Top panel: Median SEP forecasts for the inflation and unemployment gaps as of 2008-M4 (in red
and blue) along with the 68 percent confidence bands. Bottom panel: impulse responses of the inflation and
unemployment gaps to a fed funds rate shock with the 95 percent confidence intervals.
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Figure 4: Slope policy in April 2010
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Notes: Top panel: Median SEP forecasts for the inflation and unemployment gaps as of 2010-M4 (in red
and blue) along with the 68 percent confidence bands uncertainty. Bottom panel: impulse responses of the
inflation and unemployment gaps to a slope policy shock with the 95 percent confidence intervals.
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Figure 5: A sequence of OPP for Fed monetary policy (1990-2019)
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Notes: Top panels: the fed funds rate (“FFR”, left-panel) and the difference between the 10-year bond
yield and the fed funds rate (“slope”, right panel). Grey bars denote NBER recessions. Bottom panels:
time-series of the fed funds rate OPP (left-panel) and the slope OPP (right-panel) over 1990-2019. The grey
areas captures both impulse response and mis-specification uncertainty at respectively 68% (darker shade)
and 95% (lighter shade) confidence.

Figure 6: Testing the reaction function
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Notes: Impulse responses (IRs) of the fed funds rate OPP to an oil supply shock (left panel) and a produc-
tivity shock (right panel) estimated over 1990-2019 (excluding the zero-lower bound perdiod). The IRs are
obtained using LP-IV regressions using as instrumental variables the oil supply shock proxy of Baumeister
and Hamilton (2019) or the productivity shock proxy of Basu, Fernald and Kimball (2006), respectively.
The shaded areas denote the 95% confidence bands.
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Figure 7: The OPP across the economic outlook, April 2008
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(b) policy optimality test

Notes: Panel (a): The heatmap depicts the magnitude of the OPP for different economic outlooks (average

unemployment over 2008-2013 on the x-axis and average inflation over 2008-2013 on the y-axis) as of April

2008. Positive OPP values appear in red (the OPP thought experiment “calling” for tighter policy) and

negative OPP values appear in blue (the OPP thought experiment “calling” for looser policy). The dots mark

the conditional forecasts of the different FOMC members and the large dot marks the FOMC median forecast.

Panel (b): The black lines are the contours for p-values of the policy optimality test, denoting probabilities of

an optimal policy of .32, .1 and .05. The shaded grey regions depict the corresponding confidence sets (lighter

tones denote higher p-values). The dots mark the conditional forecasts of the different FOMC members and

the large dot marks the FOMC median forecast. For dots inside the dark-grey area, the policy optimality

test can reject the null that the policy is optimal at a 5% confidence level: there is a less than 5% probability

that the policy choice is optimal.
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Figure 8: The OPP across the sufficient statistics, April 2008
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Notes: The heatmaps depict the magnitude of the OPP statistic for different values of the three sufficient

statistics: (i) the economic outlook (average unemployment over 2008-2013 on the x-axis and average inflation

over 2008-2013 on the y-axis), (ii) the weight on unemployment (λ), and (iii) the slope of the Phillips curve

(κ). Positive OPP values appear in red (the OPP thought experiment “calling” for tighter policy) and

negative OPP values appear in blue (the OPP thought experiment “calling” for looser policy). The dots

mark the conditional forecasts of the different FOMC members and the large dot marks the FOMC median

forecast.
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Figure 9: Inverting the policy optimality test, April 2008
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Notes: The panels show the optimality confidence sets for different values of the three sufficient statistics:

(i) the economic outlook (average unemployment over 2008-2013 on the x-axis and average inflation over

2008-2013 on the y-axis), (ii) the weight on unemployment (λ), and (iii) the slope of the Phillips curve

(κ). The black lines are the contours for p-values of the policy optimality test, denoting probabilities of an

optimal policy of .32, .1 and .05. The shaded grey regions depict the corresponding confidence sets (lighter

tones denote higher p-values). The dots mark the conditional forecasts of the different FOMC members

and the large dot marks the FOMC median forecast. For dots inside the white area, the policy optimality

test cannot reject the null that the policy is optimal at the 32% confidence level: there is a more than 32%

probability that the policy choice is optimal.
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Table 1: OPP estimates for case studies

FFR 1990M6 2008M4 Slope 2010M4

δ̂i,t -0.04 -0.28 δ̂∆,t -0.37
[-0.5−0.3 , 0.4 0.2] [-0.7−0,5,0.1−0.1] [-0.7−0.6,-0.1−0.2]

δ̂πi,t 0.7 0.5 δ̂π∆,t -0.0

δ̂ui,t -0.2 -0.5 δ̂u∆,t -0.9

Notes: δ̂i,t and δ̂∆,t denote the mean estimates for the fed funds OPP and the slope OPP with λ̂ = .6.

In brackets, the 95 percent confidence intervals (68 percent in lower case) from estimation uncertainty and

model mis-specification uncertainty. Similarly, δ̂πs,t and δ̂us,t denote the mean OPP estimates for a strict

inflation targeter (λ = 0) and a strict unemployment targeter (λ =∞), for s = i,∆.
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